Diffusion Models
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Generative Models
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Progress in Image Generation
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Generation as Transformation
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Generative models by learning a transformation from random noises.



Denoising Diffusion Probabilistic Models
Ho, Jain & Abbeel (2020)

Forward Process (fixed)

X1 X2 X3
—
Reverse Process (generative)



Denoising Diffusion Probabilistic Models

XT

Different noises — Different images!

XT-1




Forward Process

_—

Forward Process (think encoder)
Destroy by successively adding Gaussian noise
(Markov Chain)

X3 XT-1 XT

Training Gaussian Noise
Sample (distribution)

No training yet!




Forward Process

Sample ;1 ~ N(0,1)

xp=/1—Bx 1+ \/Btet—l




Forward Process

LetOét:]_—/Bt

Sample ;1 ~ N(0,1)
X = VX1 + V1 — e
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Forward Process

Sample €;_1,€;_2 ~ N(0,1)
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Forward Process

Sample e ~ N(0,1)

Xy atat 1Xe—o + /1 —opoyp_q€




Forward Process

Sample e ~ N (0,1)
X =+/a1...oqXo+ V1 —ay.




Forward Process
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Sample e ~ N(0,1)
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Noise Schedule

0.0 0.2 0.4 0.6 0.8 1.0
diffusion step (t/T)



The Reverse Process

Can we compute g(x;—1|x:,X0)?

q(x¢—1]%¢,X0)




The Reverse Process
Yes! If we know the original image x,, we can perfectly reverse the
diffusion process

(Xt|Xt—1, XO)Q(Xt—l |X0)
(J(Xt|X0)

Q(Xt—1 |Xt; Xo) = d

Q(Xt—1 ’Xt, Xo)

XT X711



Deriving ¢(x;_1|x:, %) (Part 1)

Let’s substitute our known forward distributions into Bayes’ Rule:

q(xe[x:-1)q(x:-1[%0)
q(x¢[%o)

(J(thﬂxt, Xo) =

Recall from the forward process:

q(xe|xi1) = N(Vauxi—1, (1 — ap)T)
q(x¢-1%0) = N (vVau—1%o, (1 — a;-1)I)
q(x¢|x0) = N (Vaixo, (1 — a)I)

Since all three terms are Gaussian, their product and quotient yield
another Gaussian!



Deriving ¢(x;_1|x:, %) (Part 2)

By expanding the exponential terms of these Gaussians and completing
the square for x;_;, we find that:

q(X-1]x,%0) = N (ﬂt(Xm Xg), UtZI)

where the mean [i;(x;,x¢) and the variance ¢? can be written as:




What’s Next?

« We have shown that ¢(x;_1|x¢, xg) can be easily computed

- However, the probability requires x,. During inference
(when generating a new image), we only have pure noise
xr. We don’t have the original datal!

- The Solution: Train a neural network py(x;_1|x;) to
approximate q(x;_1|x, Xo).



Approximating the Reverse Process

We introduce a learned generative model py to approximate the true (but
intractable) reverse process q(x;_1|x;)-

- Start at pure noise:
p(Xt) = N(Xt§ 0, I)

. Learned reverse transition:

p9<Xt71‘Xt) =N (,ug(xt,t),afl)

Here, we only train the network to predict the mean p4(x;, t).



Parameterizing the Mean

Let’s look at the true mean equation:
i (x X>—L(X _loa e)
HilXg, Xp) = Jau ¢ Ji—a

Since x; is known during training, the only unknown variable in this
equation is the noise e that was added. Therefore, we design our neural
network to predict the noise €y(x;, t):

o (%0, 1) = %x_t (xt - %ee(xt,t))



The Simplified Loss

Matching the true noise e and the prediction from
the neural network ey (x;, 1),

We arrive at a final loss function:

Loppm(0) = Eix.e [He — €o(xy, t)HQ]



The Training Algorithm

Repeat until convergence:

1. Sample an original image: xy ~ ¢(xo)

2. Sample a random timestep: t ~ U{1,2,...,T}
3. Sample pure Gaussian noise: € ~ N (0, 1)

4. Compute the noisy image at step t:

X = vV uxo + V1 — €
5. Take a gradient descent step on the MSE loss:

0 «+— 0 —nVylle — e(xs,t)|



The Sampling Algorithm
1. Sample noise: x; ~ N (0,1)
2. Fort=T.T—-1,..., 1.
- Sample z ~ N (0,1)if t > 1, else z =0

- Predict the noise €y(x;, t), calculate the mean
tg(x¢,t) and add the noise:

1 1 —
X 1= —— | x4 — Oéf €9(Xs, 1) | + 0p2
\/ O \/1 — Qg

3. Return x;



Network Architecture

How do we build ey(x;,t)?



U-Net with Time Embedding
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Fully-connected
Time Representation Layers



Generating Images from Texts

“An astronaut
riding a horse”




Contrastive Language-Image Pre-training (CLIP)
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Learning Transferable Visual Models From Natural Language Supervision (Radford et al. 2021)



Stable Diffusion 3
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Scaling Rectified Flow Transformers for High-Resolution Image Synthesis (Esser et al., 2024)



Example

¢ = “An astronaut riding a horse”

Denoising
Network

Denoising
Network

Denoising Denoising
Network Network

2

Denoising Denoising P
Network Network

X7 = O071€r  Xp_ =Xg+or_160 X172



Try the Demo!
https://huggingface.co/spaces/black-forest-1labs/FLUX.2-klein-9B

“A Corgi astronaut floating in a vast empty space”



https://huggingface.co/spaces/black-forest-labs/FLUX.2-klein-9B

